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Regression

Introduction

In this Chapter we will study the relationship between two numeric

variables. Depending on the context one variable is

Explanatory (we will denote it by x)

Response (we will denote it by y )

The data we will analyze in this Chapter will be n pairs of (xi , yi ) values,

i=1, 2,· · · , n.

The number of pairs, n, is a sample size. We consider xi ’s and yi ’s

as particular values the variables x and y take.

The graphical tool to examine the relationship between x and y is the

scatterplot.
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Relationship between Two Variable

Recall from Chapter 2 that when the points on the scatter-plot lie close to the

straight line, we can use the following statistical methods to analyze the

relationship between x and y :

Simple linear regression

Correlation, r
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Relationship between Two Variable

Correlation

Correlation, r , measures the direction and strength of the linear relationship

between x and y . The formula for r :

r =
1

n − 1

∑(
xi − x̄

sx

)(
yi − ȳ

sy

)
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Relationship between Two Variable

Correlation

Example of Correlation Coefficient
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Relationship between Two Variable

Correlation

Correlation, r , should NOT be used to measure a nonlinear relationship.

Correlation should be used to measure the strength and direct of linear

relationship only (when the points scatter about a straight line).

In this plot the relationship between

x and y is quite strong, but it is not

linear. The correlation coefficient r

computed for this data is close to 0.
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Relationship between Two Variable

Simple Linear Regression

Relationships between two numeric variables

General form

y = a + bx

a is the intercept and b is the slope

The statistical model for simple linear regression for the population is:

yi = β0 + β1xi + ei

When we estimate this model using the data (finding the least-squares

line) we obtain the estimate: ŷ = b0 + b1x .
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Relationship between Two Variable

Simple Linear Regression

In this above formula:

xi ’s points are fixed and known, yi ’s are random (will change if we take

another sample).

εi ,s are called “deviations”. It is assumed that the deviations are random

variables which are independent of each other and have a Normal

distribution with zero mean and variance σ2.

β0, β1, and σ are the parameters of the model (unknown).

β0 is the intercept and β1 is the slope.

The mean response, µi , when x = xi is found as µi = β0 + β1xi . The above

equation is called the population regression line. And our goal is to estimate

the parameters of this line (β0 and β1) from the data.
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Regression Line

Least Squares Method

Given the data we can find many, many lines that could be used to fit the data

(look at the plot below). Regression line is the unique line which passes as

close to the data as possible in the least squares sense.

Let denote the point on the fitted

line which corresponds to the value

xi of the explanatory variable. The

difference between yi (the data

point) and ŷi is called the residual at

point xi

ei = yi − ŷi

Regression line minimizes the sum

of squared residuals:
∑n

i=1 e2
i .
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Regression Line

Least Squares Method

The equation of the least squares regression line:

ŷ = b0 + b1x

where b0 = ȳ − b1x̄ and b1 = r sy
sx

Least squares regression line is computed from the data (xi , yi ) and it

estimates the population regression line. In particular, b0 estimates β0 and b1

estimates β1.

An estimate of the variance σ2 is computed as

s2 =

∑n
i=1 e2

i

n − 2
=

∑n
i=1(yi − ŷi )

2

n − 2
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Regression Line

Significance of Regression

Is x is a good predictor of y?

Does the mean of y depend on x?

Does xpredict y?

Is there a straight line relationship between xand y?

Is the regression significant?
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Regression Line

Significance of Regression

All these questions , in fact, concern the significance test for the slope:

H0 : β1 = 0 vs H1 : β1 6= 0

The test statistic is computed as t = b1
SEb1

and it has df = n − 2.

If the null is rejected, we conclude that x is not useful to predict the values of

y . In fact, if β1 = 0, the population regression line becomes µ1 = β0, which

just says that the mean of y is a constant which does not depend on x at all.

Notice: We can construct an analogous test for the intercept (H0: β0 = 0),

but it is usually has no practical value.



Handout 10-Regression Analysis

Regression Line

Residuals

Recall that a residual is a difference between an observed value of the

response variable and the value predicted by the regression line. That is, the

residual at the i-th point is

ei = yi − ŷi

Residuals ei ’s estimate the deviations εi ’s that appear in the regression

model. An important property of the residuals is that they have a mean

(expected value) equal to 0.
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Regression Line

Residuals

Residuals are used to check the regression model assumptions:

That the true relationship between x and y is linear.

That the variance, σ2, of the error terms (εi ’s) is constant.

That the distribution of ε′s is normal

The first two of the above assumptions may be checked by analyzing the

residual plots. On a residual plot the residuals are usually plotted against the

values of explanatory variable (xi ’s).
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Regression Line

Residuals

Analyzing the Residual Plot

1 Since the residuals have zero mean, about half of the residuals will be

positive and half of them will be negative.

2 If the linear relationship between x and y is linear, the residual plot will

not reveal any pattern. That is, the residual plot should show an

unstructured horizontal band centered at zero.

3 The outliers will be evident on the residual plot.

4 The variance of the residuals is indicated by the width of the residual

plot. If the width is either increases or decreases as x increases, the

assumption of constant variance is not met.
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Regression Line

Residuals

Checking for Normality of the Residuals

To check whether the distribution of residuals is approximately normal,

examine the normal quantile (NQ) plot of the residuals. We discussed the

normal quantile plots in Chapter 1. If the points on the NQ plot fall close to

the straight line, an assumption of the normal distribution is reasonable.



Handout 10-Regression Analysis

Regression Line

Residuals

R2 in Regression.

The coefficient of determination, R2, is the proportion of variation in the

values of y that is explained by regressing y on x .

In fact, in a simple linear regression the R2 is equal to the square of the

correlation coefficient: R2 = r 2.

The R2 is used as a measure of how successfully the regression

explains the response. The closer the R2 to 1, the better the model. If

R2 = 1 it will mean that r = −1 or r = 1 which implies the perfect linear

relationship between x and y (the points lie exactly on the line).
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Example - SAT vs. ACT Example

SAT versus ACT: The SAT and the ACT are the two major standardized

tests that colleges use to evaluate candidates. Most students take just

one of these tests. However, some students take both. The following

table gives the scores of 60 students who did this. How can we relate

the two tests?
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Example - SAT vs. ACT Example

We will treat the ACT score as a response, y , and the SAT score as the

explanatory variable, x .

The points lie close to the

straight line.

The relationship between ACT

and SAT scores is positive

(when the SAT score

increases, the ACT score

tends to increase as well).

There is one outlying point

with SAT=420 and ACT=21
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Example - SAT vs. ACT Example

Simple Linear Regression Result:

R (correlation coefficient) = 0.8167

R-sq = 0.66698205

Estimate of error standard deviation: 2.7435324

Sample size: 60

Parameter Estimate Std. Err DF T-Stat P-Value

Intercept 1.626 1.844 58 0.882 0.3815

Slope 0.021 0.002 58 0.778 < 0.0001

The least squares regression line for the SAT vs. ACT example is

ŷ = 1.6263 + .0214x
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Example - SAT vs. ACT Example

Analysis of variance table for regression model:

Source DF SS MS F-stat P-value

Model 1 874.369 874.369 116.1648 <0.0001

Error 58 436.564 7.527

Total 59 1310.933

From this ANOVA table we can see that
∑n

i=1 e2
i = 436.564.

Then we can find an estimate of σ2 , the residual variance:

s2 =

∑n
i=1 e2

i

n − 2
=

436.564
58

= 7.527
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Example - SAT vs. ACT Example

Parameter Estimate Std. Err DF T-Stat P-Value

Intercept 1.626 1.844 58 0.882 0.3815

Slope 0.021 0.002 58 0.778 < 0.0001

We want to test the hypotheses H0: β1 = 0 vs. H1: β1 6= 0

The value of the test statistic t = b1
SE1

= 0.021374
0.001983 = 10.77798.

df = n − 2 = 58

The P-value for the test is < 0.0001.

Based on this P-value we will reject the null at any reasonable level (0.1,

0.05, or 0.01) and will conclude that the regression is significant or there

is a statistical evidence that SAT and ACT scores are linearly related.
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Example - SAT vs. ACT Example

An outlying point which we noted before (with SAT=420 and ACT=21) falls

out the overall pattern.
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Example - SAT vs. ACT Example

Checking for normality of the residuals

Consider the NQ plot for the SAT vs.

ACT data. All points except for one

fall close to the line. In fact, the

outlying point requires its inspection.

But for now we will proceed with

using our fitted regression model for

the SAT vs. ACT data.
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Confidence Interval and Prediction Interval

Confidence Intervals for the Mean Response

We can obtain a confidence intervals for the mean response µy for a

specific x∗ we are interested in.

We can also obtain confidence bands (or limits) for all the possible

confidence intervals.

A level C confidence interval for mean response µy when x takes the

value x∗ is

µ̂y ± t∗SEµ̂

where t∗ is the value from the t-table corresponding to df= n-2 and the

confidence level C.
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Confidence Interval and Prediction Interval

Confidence Intervals for the Mean Response

The 95% confidence limits (dashed curves) for the mean response for the

fuel efficiency example (Example 10.1 from the text).

The interval is the narrowest for the values of x∗ close to the x̄ and widen as

x∗ moves away from x̄ .



Handout 10-Regression Analysis

Confidence Interval and Prediction Interval

Prediction Intervals for the Mean Response

Suppose we want to predict a future observation for a specific value of

the explanatory variable x = x∗. We can compute the predicted value as

ŷ = b0 + b1x∗

This is the same as the expression for µ̂y . That is the fitted line is used

both to estimate the mean response when x = x∗ and to predict a

single future response.
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Confidence Interval and Prediction Interval

Prediction Intervals for the Mean Response

Similar to the CI for the mean response, we can compute an interval of

plausible values for a future response corresponding to the value of

x = x∗ which will include a future observation with a given level of

confidence, C. Such an interval is called the prediction interval.

Similar to the CI for the mean response, prediction intervals are

centered at the regression line, but they are wider than the CIs for the

mean response. This is because it is harder to predict a single future

observation than to predict the mean response.
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Confidence Interval and Prediction Interval

Prediction Intervals for the Mean Response

The 95% prediction limits (dashed curves) for individual response for the fuel

efficiency example (Example 10.1 from the text).

As predicted by the theory, the prediction bands for individual observations in

the fuel efficiency data are wider than the confidence limits for the mean

response (look at p.24).
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